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Abstract

The medial axis (MA) of an object is homotopy equivalent to the solid model. This makes the medial axis a
natural candidate for a skeleton representation of a general solid object. In addition, the medial axis trans-
form (MAT) is useful for many applications in computer graphics and other areas. In many applications
it is not only important to have a description of the skeleton, but also to have the relation that links parts
of the skeleton and the related parts of the model, both on the boundary and inside the solid volume. In
this paper we suggest a tetrahedral complex representation of the solid that is based on its MA approxi-
mation skeleton which preserves the topological relation between them. This representation is called the
pair-meshsince each tetrahedron in the complex connects a MA approximation element and a boundary
approximation element and has sub-simplices on both of them. Using the pair-mesh we also derive a para-
metric representation of the volume between the skeleton and the boundary as a set of parametric triangular
meshes. In these meshes each triangle deforms between a pair of simplices, one on the MA approximation
and one on the boundary. Such meshes realize the deformation retraction between the skeleton and solid.
The basis for the construction of the pair-mesh is the duality properties of Voronoi related structures and
Delaunay triangulations.
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1 Introduction

The properties of the medial axis (MA) make it a useful tool in many applications in computer graphics
and other related area. For example, free-form deformations or animation of an object can be based on
manipulating its MA as a skeleton [26], the major features of an object can be extracted based of on the
analysis of the MA [20, 12], topological shape analysis of the object can be based on the topological
properties of its MA [9] and more. In many applications it is also important to know the relation between
the parts of the MA and the corresponding parts of the model, both to the boundary and the inner solid
volume. For instance, having such a link in animation enables moving or transforming the whole model
using the skeleton. This link enables accessing the whole volumetric model using its skeleton as an index,
for instance in collision and self-collision detection. Analysis of the MA can induce an analysis of the
whole model, for instance for detection of specific model parts (thin or thick parts, coaxial parts etc.), or for
partitioning of the model into sub-components. Such relation between the model and its MA is implied by
the medial axis transform (MAT) which links the exact medial axis and the whole solid model.

In general, the medial axis of a 3D object is a collection of non-manifold sheets and does not resemble
a one-dimensional skeleton, which is often sought after in graphics and modeling application. In practice,
exact computation of both the MA and the MAT are extremely difficult. Exact results are known for simple
cases such as simple polyhedrons [11], and finite union of balls [3]. In the general case the practical choice
is to approximate the MA and MAT. However, often the extraction algorithm looses the connection between
the approximated MA and the model itself. The main motivation of this work is to introduce a representation
of a 3D solid model that is based on a medial axis approximation skeleton of this model, which will retain
the connection property between the skeleton and the solid.

There are many approaches for approximation of the medial axis. One approach handles the complex
task of computing the medial axis by using a discrete space. In [18] it is computed using the Voronoi dia-
gram for polyhedron input by separating the computation of its actual geometry and the symbolic structure
which is termed Voronoi-graph. The symbolic representation which is a topological graph is calculated us-
ing space subdivision, and the actual diagram can be computed based on the graph by numerically solving
a set of equations defining each element. In [25] a medial axis for general objects in 3D space is calculated
by hierarchical subdivision of the space. The approach in [19] also uses spatial subdivision of the solid
object to approximate the MA. The MA simplification (theθ -SMA) is parameterized by a separation angle
between the vectors connecting a MA point to the closest points on the boundary.

One major class of methods for MA approximation is based on the Voronoi diagram of a set of sample
points on the objects boundary. Our approach for defining the solid representation builds upon several
previous works in this class [5, 6, 14, 15], which will be discussed more thoroughly in Section 3. In this
paper we present thepair-mesh, which is a solid object representation based on its 3D MA approximation.
The structure is in fact a tetrahedral complex, including the following properties:

• The boundary of the pair-mesh is as close as possible to the boundary of the input model. Thus, the
complex is a reconstruction of the solid model.

• The pair-mesh includes a polygonal medial axis approximation (MAA) skeleton as a sub-complex.

• The tetrahedra composing the pair-mesh link the boundary and the skeleton having sub-faces on both
of them, and completely fill the volume inside the boundary surface.

Every simplex that connects a sub-simplex on the boundary and a sub-simplex on the MAA can be
parameterized witht ∈ [0,1]. This leads to a representation of the volume that lies between the skeleton and
the boundary as a parametric triangle mesh. In this mesh each simplex (vertex, edge, triangle) is uniquely
mapped to a pair of simplices, one from the skeleton of the object and one from the boundary (hence the
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Figure 1: The combinatorial and geometric structures underlying the union of spheres (examples shown
are 2D for clarity, but are intrinsically the same in any dimension): (a) The collection of spheres (weighted
points). (b) The power diagram of the set of the weighted points. (c) The regular triangulation. (d) The
α-shape (withα = 0) of the points. (e) Partitioning of the union of spheres induced by the power diagram.
(f) The boundary of the object.

namepair-mesh). This representation realizes the deformation retraction of the solid to the skeleton that is
required in showing the homotopy equivalence between them (see next section).

The pair-mesh imposes a relation that links each part of the skeleton to its related parts in the solid,
enabling the application of operations or analysis of the skeleton to the entire model, both the boundary
and the solid volume. This relation, between the skeleton and solid, has topological similarity in some
sense to the MAT. Nevertheless, it is not equivalent to the MAT, as it does not include the radius function
restriction. In other words, one point on the skeleton can have corresponding points on the boundary in
different distances. This property creates larger flexibility for the structure than the MAT in relating an
object and a skeleton . Consequently, a complex solid with a detailed boundary description can be related
to a relatively simple skeleton that includes only the main features of the object.

2 Preliminaries

In this section we present some preliminary definitions to simplify the forthcoming discussion.

Medial Axis and MAT The medial axis (MA) of an objectO∈ R3 can be defined as the locus of centers
of maximal balls completely contained inO, called medial balls, together with the limit points of this
locus. An objectO and it’s inner MA have the same topology structure (the same homotopy type) and can
continuously deform to each other (see e.g. [23]). The medial axis transform (MAT) is defined by the MA
and a functionR : MA →R: that assigns to each MA point the radius value of its medial ball. It was shown
that the objectO could be extracted from MAT(O) as the union of all the medial balls [10]. The boundary
of O can be calculated as the boundary of the union of all medial balls (inverse MAT). Thus, the MAT can
be used as a compact and effective representation for general objects in 3D and the MA is the natural choice
for their skeleton.

Power Diagram Given a weighted pointP = (p,wp) wherep∈Rn andwp ∈R, thepower distancefrom
a pointx∈ Rn to P is defined asπP(x) = ‖p−x‖2−wp, where‖p−x‖ is the Euclidean distance between
p andx. Given a set{Pi} of weighted points the Power Diagram is the tiling of the space into convex
regions (i.e.power-cells) where theith tile is the set of points nearest to a vertexPi , in power distance [7]
(Figure 1(b)).
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Regular Triangulation Theregular triangulation, or weighted Delaunay triangulation, is the dual (face
adjacency graph) of the power diagram, just as the Delaunay triangulation is the dual shape of the Voronoi
diagram. Vertices in the triangulation are connected if and only if their corresponding weighted-Voronoi
cells have a common face (Figure 1(c)).

Union of spheres An object composed of a set of spheres (possibly with different radii) is defined as a
union of spheres (Figure 1(a)). The boundary of such an object is a collection of spherical patches obtained
by removing all intersections that are enclosed in more than one sphere. These patches are in fact the
boundary of the intersection of each sphere with its power-cell when the weight of each point (sphere
center) is defined as the square of its radius (Figure 1(e) and (f)).

Weighted Alpha Shapes A simplexs in the regular triangulation of{Pi} belongs to theα-shape of{Pi}
only if the orthogonal center (the weighted-point orthogonal to the vertices) ofs is smaller thanα, (see [16]
for the complete condition). The alpha shape whereα = 0, called thezero alpha-shape, include all simplices
that their orthogonal center is smaller than 0. Furthermore, the zero alpha shape is the dual complex of the
intersection space between the power diagram and the respective union of spheres.

When examining the regular triangulation of a union of spheres using the square of the radius as the
weight of each point (sphere center), the zero alpha-shape carries the same topological structure of the union
of spheres [17]. For example, an edgee= (u,v) belongs to the zero alpha-shape only if∃p with wp <= 0
s.t. π(u, p) = 0 andπ(v, p) = 0 which means that the two spheres centered atu andv intersect (Figure 1(d)).

3 Related work

Given a solid objectO, one can sample its boundary∂O to get a finite sample setS. In 2D it is relatively
easy to approximate the inner medial axis ofO, by taking all the edges and vertices of the Voronoi diagram
that are contained inO. As the sampling rate increases towards infinity, this approximation converge to the
inner MA of O.

However, in 3D this is not the case as Voronoi vertices may be close to∂O for any sampling rate. This
is because no mater how dense the sampling of the boundary is, we may always find four very close sample
points that enclose an infinitesimal small empty sphere. Hence, the Voronoi vertex of these points would
almost lay the surface although the original boundary is smooth there. Nevertheless, in [2, 1] a subset of
the Voronoi vertices is defined aspoles. These are the Voronoi vertices of each Voronoi cell that are farthest
from the cell’s boundary sample. It is shown that the poles reside near the MA when the sampling become
dense. Hence, their Voronoi balls (calledpolar balls) also approximate the medial balls.

The dual shape of a union of finite set of balls is discussed in [17], and the homotopy equivalence
between the two is proven. Furthermore, [3] introduces a practical algorithm for the computation of the
medial axis of such set of balls. This can be used, for example to compute the medial axis of the inner or
outer polar balls as an approximation of the true medial axis of the object. However, in practice a relatively
dense sampling is required for topologically correct dual shape of the object. Such a shape may lead to a
very noisy medial axis approximation, which may not be practical.

In [1] the crust algorithm uses the Delaunay triangulation of the boundary sample set, and the poles to
create a structure that connects the boundary reconstruction to a skeleton. However, in this algorithm there
may be small 3D components near the crust boundary as well as in the skeleton. In [4], the power diagram
of the inner and outer polar balls is used to construct an approximation of the boundary of the model called
the power crust. The dual shape of the crust is a subset of the related regular triangulation and is called
thepower shape. The power shape was shown to approximate in some sense the medial axis. This scheme
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(a) (b) (c)

Figure 2: The 2D pair-mesh illustration: (a) A 2D model (b) The pair-mesh in 2D is a triangles complex,
where each triangle connects the inner Voronoi skeleton and the restricted Delaunay boundary (c) Several
iso-parametric poly-lines inside the pair-mesh

represents a tight topological connection between the boundary of the model and its skeleton (Homotopy
equivalence). However, detailed boundary description leads to a very spiky skeleton with many excessive
parts, as the medial axis is very unstable and sensitive to small perturbation of the boundary surface. A
simplification is therefore required for a usable power shape, but this may lead to a crust that does not
represent well the surface. In addition, with this method we are left with solid parts in the skeleton, thus the
mapping among sides of the model is difficult.

A different approach is to approximate the MA directly as a subset of the Voronoi diagram applying
some filtering criteria to remove excessive parts [15]. In this method the MA approximation is a complex
of 2D patches, but it may include incorrect holes, and may even separate the medial axis to non-connected
parts. Furthermore, at the end of the process there are sites on the boundary that do not have corresponding
elements on the MA anymore and the link between the MA and the boundary is lost.

In [20], the poles of the Voronoi diagram are also used to approximate the MA. Their method preserves
the link from the boundary to the MA approximation by copying the original boundary mesh connectivity
to the poles. However, the MA is represented by a two-side surface that may have self-intersections. The
link between every pole instance on this surface is only to one point on the boundary, thus the link among
the sides of the model is lost, and it is difficult to analyze the topological properties of the skeleton.

4 Inner Voronoi Based Pair-Mesh

The pair-mesh structure is introduced using a construction that is based on the connection between a re-
stricted Delaunay surface approximation of the model boundary (see [13]) and the related inner part of the
Voronoi diagram. Figure 2 gives a 2D illustration of the pair-mesh structure. The 2D model can be defined
as the area that is enclosed by a set of closed boundary poly-line (red in Figure 2). The inner part of the
Voronoi diagram is used as the MAA, i.e. the approximation of the medial axis (green in Figure 2). The
2D pair-mesh is composed of triangles of two types. The first type connects a Voronoi site (a boundary
sample) to its Voronoi cell edges on the MAA. The second type connects a restricted Delaunay edge on the
boundary to the corresponding Voronoi vertex. These triangles fill the whole area between the skeleton and
the boundary. Using a parametrization witht ∈ [0,1] for each internal structure edge (black in Figure 2(b)),
we can create a set of parametric poly-lines that interpolate the area between the MAA skeleton and the
boundary (blue in Figure 2(c)).

The analogue structure in 3D includes a structure that connects a watertight Delaunay triangle mesh
boundary approximation, and a skeleton made from the inner part of the Voronoi diagram. Finding the
watertight exact restricted Delaunay triangulation with respect to the boundary is not an easy task and
especially not strictly defined when we have only a point sample set of the boundary. Therefore, we use
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Figure 3: Left: different elements types of cells: (a) Face-Vertex pyramid (b) Edge-Edge tetrahedron (c)
Vertex-Face tetrahedron. Right: the three Different convex iso-faces for the three cells types.

a related surface reconstruction algorithm, the tcocone algorithm ([14]). This algorithm ensures that the
boundary is reconstructed by a watertight surfaceSmade of Delaunay triangles. Thus, it creates a partition
of the Delaunay tetrahedra of the boundary point samples intoinnerandouterparts. The duality of Voronoi
and Delaunay implies that if the sub-graph of inner tetrahedra is face connected, the same is true for the
edge-connected graph of the dual Voronoi vertices.

We call the Voronoi sub-faces that are dual to inner Delaunay simplices as theinnerpart of the Voronoi
diagram (although they may not always be inner to the model). Similarly, the Voronoi sub-faces that are
dual to outer Delaunay simplices will be called theouterpart of the Voronoi diagram. Lastly, the Voronoi
sub-faces that are neither inner nor outer, and are dual to a sub-face inS, are calledcutelements: eithercut
edgesor cut faces. The inner edges and vertices of the Voronoi that are also a part of a cut face or cut edge
are calledinner-cut edgesandinner-cut verticesrespectively.

With these definitions we can define the construction of the solid pair-mesh representation. In the
following description we assume that the sample point-set are in general position, thus each Voronoi vertex
is closest to 4 samples and each edge to 3. We define three types of elements which compose the pair-mesh
structure (see Figure 3):

• Face-Vertexpyramids which connects a Voronoi inner-face inV to the Voronoi site of the face on the
boundaryS.

• EdgeEdgetetrahedron which connects and inner-cut edge to the boundary edge that is dual to its
Voronoi cut-face.

• Vertex-Facetetrahedron which connects a Delaunay triangle on the boundarySto the inner-cut vertex
at the end of its dual Voronoi edge.

Note that the face-vertex pyramids can be tetrahedralized by triangulating the Voronoi faces, and con-
necting the triangles to the boundary site. For simplicity, we will sometime refer to all these volumetric
elements as tetrahedra although in terms of implementation there is no reason to actually subdivide the
face-vertex pyramid into tetrahedra. The sub-elements of the tetrahedra will be classified as Voronoi for
Voronoi elements, Boundary for boundary elements and interim otherwise. Note that all the defined tetra-
hedra have vertices both onSand onV and thus form a scaffolding envelope aroundV as the subset of the
Voronoi diagram, and also form a partition of the solid volume that is enclosed withinS(Figure 4).

4.1 Preventing Flipped Tetrahedra

Given that the inner Voronoi subsetV is connected and the boundary is water tight it is easy to verify that
the inner volume is covered by the set of tetrahedra and pyramids, and every tetrahedron or pyramid element
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(a) (b) (c) (d) (e) (f)

Figure 4: The pair-mesh of a cube and a head figure: (a,d) Only the face-vertex tetrahedra, (b,e) Adding the
edge-edge tetrahedra, (c,f) Adding the vertex-face tetrahedra.

is connected either to other elements or to a boundary face in all four faces. However, there might be cases
in which this construction scheme leads to overlapping elements as some tetrahedra may fold over others
(Figure 5(a)). Hence, there may be faces that have two tetrahedra on the same side geometrically. Our
algorithm finds folded tetrahedra using volume calculation as described below.

The face-vertex pyramids are always oriented correctly since every surface vertex is a Voronoi site and
thus resides inside its Voronoi cell. However, the other two types of tetrahedra might be flipped. Such cases
may occur especially when the inner part of the Voronoi diagram is close to, or crossing, the reconstructed
model surface. For high enough sampling rate, local manipulation of the structure can solve this problem,
although these manipulations may lead to slight perturbations on the reconstructed surface.

To verify that the cells are well oriented it is enough to make sure that the boundary of the structure is
included in the set of Voronoi cut elements, in a way that every boundary Delaunay simplex goes through
its dual element. In order to achieve this we move Voronoi vertices, which forms a flipped vertex-face tetra-
hedron toward the inside of the model without breaking nearby tetrahedra orientation constraints. Another
case of flipped tetrahedron is when a Delaunay edge on the surface does not cross its dual Voronoi cut-face.
In such case, we find the closest point to the Delaunay-edge on the dual cut-face edge. Then, we choose
a point slightly inside the face to ensure a positive volume of the resulting tetrahedra and replace the edge
with two edges joined at this point. In this way the edge-edge tetrahedron is replaced by two tetrahedra
that are properly connected to the adjacent face-vertex tetrahedra of the edge vertices. Consequently, a De-
launay triangle including such edges can be deformed into a polygon, in which all of its vertices are either
Voronoi sites (original Delaunay vertices) or lie inside one of the three faces near its dual Voronoi edge.
This polygon can be triangulated as shown in Figure 5(c), creating up to four vertex-face tetrahedra instead
of one.

4.2 Volume Parametrization

Similar to the 2D case, we can use a parametrization witht ∈ [0,1], for each internal edge of the pair-mesh
that connects a Voronoi vertex and a boundary vertex. This creates a set of iso-parametric triangle meshes.
Each node in this mesh is on an interim edge, each edge is on an interim face and each face is in a pyramid
or tetrahedra. For everyt, the mesh is composed of faces that are a cut in the related pyramid or tetrahedra.
For a linear parametrization, these faces are planar convex polygons. In the case of a face to vertex pyramid
the related cut-face is parallel to the convex base of the pyramid and thus is a convex planar polygon similar
to the base Voronoi face (right of Figure 3(a)). A similar argument holds for the vertex to boundary face
tetrahedra: the cut-faces are triangles similar to the boundary Delaunay triangles (right of Figure 3(c)). For
an edge-to-edge tetrahedron the cut face is a quadrilateral. However, each two opposite segments in the face
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(a) (b) (c)

Figure 5: (a) An example when an edge-edge tetrahedra folds on a face-vertex tetrahedra (the one that
includes the black lines). (b) Splitting an edge of a boundary triangle. (c) Some examples of Delaunay
triangles with one, two and three edges split, and their polygon triangulations.

Figure 6: Deforming from the inner subset of the Voronoi diagramV to the boundary surfaceS using a
parameter fromt = 0 to t = 1 on the pair-mesh.

are parallel to the Voronoi edge or to the boundary Delaunay edge. Thus, the shape is a parallelogram and
therefore planar and convex (right of Figure 3(b)).

In situations where the boundary is made of several manifold components, the same topological struc-
ture will emerge in the iso-parametric meshes. This is still true even if the Voronoi subsetV is only edge
connected. Fort = ε the node resides on the inner vertex ofV and whent = 1 the node resides on the
boundary vertex. The pair-mesh thus deforms from an envelope around the Voronoi subsetV, to the input
boundary surfaceS(see Figure 6). When the pair-mesh is valid, there are no flipped pyramids and the para-
metric mesh does not cut itself or folds on itself. Thus, the volume that is enclosed between the skeleton and
the boundary deforms from the skeleton to the whole model realizing the topologically relation between the
model and its skeleton.

4.3 Data Structure

Similar to the data-structure suggested in [21], we use a single data structure to represent the pair-mesh
including the tetrahedra and pyramids, their connectivity, the related model boundaryS and the Voronoi
diagram subsetV. This structure is an extension of the DCEL data structure [8] for the non-manifold case
such as the composite pair-mesh structure. In fact, each element in the structure, pyramid or tetrahedron,
is a manifold mesh on its own where each face is represented as a half-face, with a dual pointer from one
element to its face-adjacent neighbor (Figure 7).

Using this structure the test for folded pyramids is simple. Since the structure imposes consistent half-
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Figure 7: Illustration of the non-manifold DCEL data structure elements: (a) Two adjacent cells which in
our case are either tetrahedra or pyramids (b) Each cell is a standard manifold DCEL where some the entity
pointers are shown (c) Some of the new half-face and half-edge pointers which link adjacent cells.

edge orientation, we can use the edge order as a reference. Using one of the base faces and its opposite
vertex for volume calculation, a folded pyramid would have a negative volume. The structure also maintains
the pair-mesh validity as a partition of the volume. This is because all the elements (pyramids or tetrahedra)
must have neighbor elements or neighboring boundary face and all of them should be oriented properly.

4.4 Filtered Voronoi Based Structure

The inner Voronoi diagram subsetV of the sample points is a topologically reasonable skeleton. However,
it is not a good approximation of object’s medial axis. Furthermore, using all the inner subset of the Voronoi
diagram leads to a very large structure, due to the space complexity of the 3D Voronoi diagram (O(n2)).
One possible solution to this, is to filter the Voronoi diagram similar to [15]. Following this filtering process
a subsetM of the Voronoi diagram remains, which approximates the MA. This process can also reduces
the pair-mesh structure size substantially. Nevertheless, in contrast to the inner Voronoi subsetV and the
tcocone boundary surface reconstruction of the previous section, using the filtered MA approximation, we
no longer have a direct mapping between the boundary elements ofSand the inner Voronoi elements ofM.

By partitioning the boundary to polygonal patches in a way that resembles the restricted Delaunay struc-
ture, we can recover the connection between the boundarySandM and construct the pair-mesh (Figure 8).
This scheme is described in details in [22]. Nevertheless, its applicability is limited especially when the
MA approximationM does not have the same topology structure as the solid, due to the filtering process.

5 Power Crust Based Pair-Mesh

In the previous section the pair-mesh structure was based on the connection between a Delaunay recon-
struction of the model boundary and its dual inner Voronoi diagram. This section describes the construction
of the pair-mesh structure on the basis of the duality of the power-crust and power-shape [4, 5]. In some
senses this scheme reverses the roles of the Delaunay triangulation and Voronoi diagram as representatives
of the boundary and of the MA of the object. In the power-crust framework, the surface reconstruction uses
a subset of the power diagram, and the approximation of the MA uses the power-shape, which is a subset
of the regular triangulation.

We start with a power-crust and power-shape that are based on a simplified power-shape using the
simplification techniques described in [4]. Next, we can analogously define the pyramids that connect the
Voronoi-type elements (now a part of the boundary) to the elements of the Delaunay-type triangulation (now
a part of the MA). Specifically, the boundary representation based on the power-crust constructs polygonal

8



(a) (b) (c) (d)

Figure 8: (a) Example of the key vertices forming the pyramids with the medial axis faces (purple balls),
and the paths of edges between them creating the patches partitioning (red).(b) The face-vertex pyramids:
note there are much fewer such pyramids than in the case of the non-filtered Voronoi. (c) The paths of
edge-edge tetrahedra added between the key vertices of the boundary. (d) The solid ball with all tetrahedra.
Bottom: some more examples of the pair mesh pyramids and of the iso-parametric meshes.

patches on the boundary using the boundary poly-lines between the power-diagram cells. Thus, we define:

• Face-Vertexpyramids between power-crust polygon patches (boundary) and their Voronoi site power-
shape vertex (MA).

• EdgeEdgetetrahedra-chains that connect power-shape boundary edges and the poly-lines of edges
between the poles power-cells on the power-crust.

• Vertex-Facetetrahedra complete the structure by connecting a power-crust vertex among 3 power-
cells to its dual power-shape boundary triangle.

The main benefit of using the power-crust framework, compared to the Voronoi filtering MAA approach
(Section 4.4), is that in the latter it is difficult to achieve a topologically correct MA, because the global
threshold can lead to holes and discontinuities. The former provides the pair of boundary approximation
and skeleton which are topologically related to start with. In addition, after filtering, the connection of the
MAA and the original surface is not guaranteed. The power-crust scheme calculates the power-diagram for
the simplified set of polar balls, thus creating both the surface reconstruction and the MA approximation
and providing a guaranteed relation between them, with a topological robustness of the MAA.

Contrary to the MAT the pair-mesh structure enforces a topological relation between the boundary
and the MA, but does not force the radius function restriction. Thus, a point on the MA (respectively,
boundary) may be related to points on the boundary (respectively, MA) with different Euclidian distances.
This property gives greater freedom in relating the MA with its solid model. In many applications it is
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(a) (b) (c)

Figure 9: (a) Two-dimension illustration of the adaptive surface-fitting algorithm. (b) The hand model
before fitting and the initial offset vectors above the threshold. (c) The hand model after fitting.

desirable to have a very accurate description of the model using a boundary reconstruction which is as good
as possible. However, it is also desirable that the skeleton be relatively simple, representing only the main
features of the model which is easier to work with. The pair-mesh structure enables such model-skeleton
couple to a greater extent than the exact MAT.

5.1 Boundary Fitting

When the power-crust is based on all poles it was shown to approximate the boundary of the object well.
Nevertheless, the power-shape may include excessive parts in such case. Creating a simplified skeleton
removes those parts but may lead to a less accurate crust [4]. One of the features of using the pair-mesh
structure is that it enables the definition of a restricted boundary deformation scheme to alleviate this prob-
lem. Hence, using the pair-mesh with a simplified power-crust we are able to create a structure with a
boundary that is closer to the input model boundary.

The main idea is to move the power-crust boundary mesh towards the original object’s mesh. To enable
local deformation of the boundary, the power-curst convex polygons defining the boundary are triangu-
lated [24], creating face-vertex tetrahedra in the pair-mesh instead of pyramids. We use a triangulation that
ensures both a proper triangles angles and an upper threshold on the edge length using a user-defined crite-
rion. Next, a deformation operator is applied on the boundary vertices to move them in the direction of the
input model boundary while preserving the pair-mesh structure validity by checking for flipped tetrahedra.
The main difficulty in this deformation is that a large displacement or a non-accurate direction of movement
can easily invalidate the structure. Moreover, sometimes a valid displacement of one vertex may prevent
the movement of its neighborhood vertices.

As a solution we use an iterative greedy approach. We march all vertices in small steps towards the input
object boundary (Figure 9). For each vertex we maintain its offset vectorofsfrom the input boundary, which
is the vector between its current position and the closest point on the input model boundary (not necessarily
a vertex). We use a priority queue to choose in each step the farthest vertex from the boundary. Next, we
move it choosing a small displacement vectorδ = ε ·ofs+qi , that does not violate the validity of the pair
mesh. Whereε ∈ (0,1) is the step factor (in practice we use 0.1), andqi are a set of perturbation vectors,
small relative toε ·ofs. These vectors help find a displacement that can keeps the pair-mesh structure valid.
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5.2 Handling Skeleton Solid Components

A major drawback of the power-crust scheme is that the MA approximation based on the power-shape may
still include regular tetrahedra. Thus, unlike the inner Voronoi MAA, it is not a 2D patch complex. We
classify the solid components in the MAA to two types. Components which include single tetrahedron, and
components that include more than one. In practice most of solid components we encountered included
only one tetrahedron, which we collapse to a 2D patch. When several tetrahedra create a solid component,
instead of a complex collapse algorithm we define a mapping that preserves the link among points on the
MAA and all the related parts of the model.

The collapse operator of a single tetrahedron converts it into a 2D patch of triangles which are linked
to adjacent part of the skeleton. The collapse uses additional skeleton vertices to define the triangulation of
the patch which are taken as an approximated MA point. They are defined by finding the closest point on a
Voronoi face in the model’s Voronoi diagram. The collapse operation depends on the tetrahedron shape and
on its link to adjacent skeleton elements. For instance, a flat tetrahedron that includes two long edges which
are almost crossing is replaced by a set of 4-triangle 2D patch as seen in Figure 10(a). First, a segment that
links the two closest points on the two ‘crossing-edges’ respectively is found. Next, a Voronoi point closest
to the middle of this segment is used as the center of the patch and the four vertices of the tetrahedra are
linked to this center. Since we collapse only a single tetrahedron, the neighboring skeleton elements can
only be edge or vertex adjacent. Hence, by mapping the sub-faces of each face to a component in the 2D
triangle set patch, we maintain the consistency of the skeleton.

Solid components which contain more than one tetrahedra are not collapsed. The main problem this
imposes on the pair-mesh usability is that they do not reflect anymore the connection between two sides
of the model in a clear and useful way. Hence, we recover a mapping between the boundaries of these
components and use it to reflect the link between opposite sides of the model.

Given a solid component as a set of face-adjacent tetrahedra, we define a point on the centroid of
each of the simplices which lie on the boundary of the component. One point for each vertex, edge and
triangle. If the resulting mapping is too coarse, further subdivision can be applied to the boundary faces,
partitioning the given tetrahedra to sub-tetrahedra and resulting in a denser point-set. Next, we calculate the
Delaunay triangulation of this point set. Lastly, we remove the Delaunay edges that are either outside the
solid component or the minimum angle between the edge and the outer normals of boundary faces around
the start and end points are below a given threshold (see Figure 10(b)). The angle criterion prevents using
edges of flat, near boundary, Delaunay tetrahedra, and is similar to the angle criterion of [15]. The inclusion
verification makes sure that the edge segment does not cross any boundary face of the component. Although
the time and space complexity of the calculation of the Delaunay diagram is (O(n2)), wheren is the number
of boundary nodes, usuallyn is very small. The test of each edge is bounded linearly by the component
size, thus this overall effort to regain the mapping is small in comparison with the entire algorithm.

After this process ends we have a set of edges that define the mapping between the boundary of the solid
component. Each pair of simplices which are linked by an edge from this set are considered as two sides of
the same part in the MA. The parts in the object’s boundary which are linked to such a pair are considered
as facing each other.

5.3 Implementation

The pair-mesh construction algorithm uses a Voronoi diagram computation, where some element of the
diagram may be very small. In addition, the calculation of the Voronoi diagram and power diagram often
require exact computations implementation. Nevertheless, to provide a more feasible and useful data-
structure for other algorithms, a final quantization step of the positions of the simplices is needed. Next, a
simplification phase is applied in which very small edges are collapsed when possible. This quantization
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(a) (b)

Figure 10: Handling solid parts: (a) Collapse example for a single flat tetrahedron that is edge linked to
other parts of the skeleton. (b) A 2D example illustrating the mapping edges for a structure containing non-
collapsed solid component. Note that edges with low angle to the normal on the boundary of the component
were omitted.

and simplification steps may lead again to non-valid orientation of tetrahedra. Nevertheless, in practice
these cases are relatively rare and we found that small perturbations of the vertices were sufficient to ensure
the validity of the structure even in complex models. We thus end with a finite precision valid structure.

The dominant factor in the pair-mesh construction in terms of complexity is the computation of the
Voronoi related structures such as the Voronoi diagram and Power-diagram. The Voronoi diagram worst
case time complexity isO(n2) , but in general is much faster. The number of poles is of the order of the
number of input vertices thus the power diagram is alsoO(n2) in the worst case. Most of the other steps
of the algorithm are local in nature so their time complexity is of the order of the size of the model. The
boundary fit, however, uses a priority queue with a heap, thus has a time complexity ofO(vlog(v)), where
v is the number of boundary vertices, which we will refer to below. Similar arguments hold also to all
previous sections.

Since the pair-mesh structure should be considered as a tool for other applications its computation can
usually be performed off-line. Hence, the size complexity of the structure is of greater importance. The
number of the boundary face to skeleton vertex tetrahedra is equal to the number of faces on the boundary
of the structure; this number is related to the size of the boundary and controlled by the edge collapse
simplification phase and the triangulation edge length threshold. The number of face-to-vertex tetrahedra is
equal to the number of skeleton boundary half faces and is controlled by the power-shape simplification. In
the case of edge-to-edge tetrahedra many tetrahedra may share one edge. In the worst case we can construct
an esoteric scenario, in which a set of edges of the order of the skeleton edges may be connected to a set
of edges of the order of the boundary number of edges. This is the case when the skeleton is one edge
poly-line that is connected to a boundary edge close poly-line that has many small edges totaling to the
order of all the boundary edges. However, this case is far from any practical model. Usually, the number of
the edge-to-edge tetrahedra is just a small percent of the total tetrahedra. Thus, the size of the model is of
the order of the boundary and skeleton description.

Normally, we would like to have a detailed boundary description and a very simple skeleton. In this
case the size of the structure become of the order of the boundary description and in other words the model
description. In the results shown in the following section the order of the structure size is of the order of
the input model to a factor that is controlled mainly by the level of boundary subdivision needed to closely
approximate the input model.
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Figure 11: The face-vertex, edge-edge and all tetrahedra of Mickey Mouse head model, horse and hand
((Some models taken from http://www.3dtotal.com/))

5.4 Examples

In Figure 11 we illustrate the different elements, which compose the pair mesh structure for the Hand,
Mickey-Mouse head and horse models. Figure 12 illustrates the iso-parametric meshes for these models
with different colors for the different types of tetrahedra. In the figure we use orange for skeleton face to
boundary vertex tetrahedra, blue for edge-to-edge tetrahedra and green for vertex to face tetrahedra. The
models of the hand and Mickey-Mouse head demonstrate the ability to relate a simplified skeleton to a much
more detailed boundary description due to the larger freedom of the structure with respect to the MAT. The
dashed lines in some figures whent is low are only due to the aliasing effect in the image capture - all
skeletons have one component.

6 Conclusions and Future Work

The main contribution of this work is the introduction of a solid representation called thepair-mesh. The
pair-mesh represents the volume of an input solid model based on its MA approximation 3D skeleton.
The pair mesh contains as sub-complexes: 1. A boundary that approximates the input model boundary
and, 2. A Medial axis approximation based skeleton, such that they can be linked with a complex of
tetrahedra. The construction of the pair-mesh is based on recent results on MA approximation and surface
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Figure 12: The parametric mesh interpolating between the medial axis and the boundary of various meshes
at t values of: 0.01, 0.2, 0.4, 0.6, 0.8, and 1.0.

reconstruction that uses Voronoi diagram related structures. It uses the duality properties of Delaunay
surface reconstruction and the inner Voronoi diagram, or the duality of the power-crust and power-shape.

It is important to note that creating two arbitrary approximations, one for the boundary and one for the
MA of an object, may not be connected and may even not have the same topology. Nevertheless, we have
shown that using the above Voronoi related structure pairs along with some local deformation was usually
sufficient to create the required valid structure. The validity of the structure is verified simply by checking
that no cell overlaps another and that all cells fill the boundary mesh.

Using a parametrization of the complex cells between the skeleton and the boundary creates a set of
manifold meshes that interpolate the volume between the skeleton and the boundary. The validity of the
structure means that no mesh polygons cross and neither are flipped on top of other polygons. The volume
enclosed within these iso-parametric meshes thus deforms from the skeleton approximation to the whole
solid model. This volume deformation realizes the deformation retraction function that is required for the
homotopy equivalence between the skeleton and the solid. The main benefit of the pair-mesh is that every
part of the skeleton is directly linked not only to the boundary of the model but also to a related part of the
model’s volume. This enables using results of applications on the skeleton and applying them directly on
the whole model both on boundary and solid.

It is important to distinguish the pair-mesh structure from the MAT. Although they are similar in real-
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izing a topology relation between a model and its skeleton, in the pair-mesh we do not have the restriction
of the radius function. This leaves more freedom to relate detailed boundary descriptions with simplified
skeletons, which is a desirable property in many applications.

The complexity of the structure (the number of tetrahedra) is generally linear in the description of the
boundary and skeleton, as the edge-to-edge tetrahedra are usually in minority. Thus, every application that
uses this structure as a model representation will benefit from the same time requirements as if it directly
used the model and skeleton descriptions.

In future work, improved methods for constructing the structure may be suggested as well as finding
the exact conditions for the structure validity. We may use a more complex manipulation scheme to ensure
validity of the structure. In addition a better boundary fitting of the model can be done using adaptive
operators to apply more sub-division where it is needed. In fact, many mesh optimization algorithms for
boundary fitting can be augmented with the pair-mesh validity restriction. This way one can adapt the
structure to represent detailed features well, while still retaining simplicity at low-detailed parts of the
boundary.

We also want to utilize the pair mesh in many applications. Shape analysis methods on the skeleton or
boundary can be directly applied to the structure volume. Segmentation application can benefit from directly
segmenting the volume based on the skeleton or boundary segmentation. As the structure is a tetrahedra
complex and includes the skeleton as a subset, it can be used with free-form deformation methods for such
structures, but with restrictions on the skeleton sub-faces.
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